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ABSTRACT
The wide deployment of virtualization in datacenters catalyzes the
emergence of virtual traffic that delivers the network demands between the physical network and the virtual machines hosting clients’
services. Virtual traffic presents new opportunities for reducing
physical network demands, as well as challenges of increasing management complexity. Given the plethora of prior art on virtualization technologies in datacenters, surprisingly little is still known
about such virtual traffic, and its dependence on the physical network and virtual machines. This paper provides a multi-faceted
analysis of the patterns and impacts of multiplexing the virtual traffic onto the physical network, particularly from the perspective of
the network edge. We use a large collection of field data from production datacenters hosting a large number of diversified services
from multiple enterprise tenants. Our first focus is on uncovering
the temporal and spatial characteristics of the virtual and physical
traffic, i.e., network demand growth and communication patterns,
with special attention paid to the traffic of migrating virtual machines. The second focus is on characterizing the effect of network
multiplexing in terms of communication locality, traffic load heterogeneity, and the dependency on CPU processing power at the
edges of the network. Last but not least, we conduct a mirroring
analysis on service QoS, defined by the service unavailability induced by network related issues, e.g., loads. We qualitatively and
quantitatively discuss the implications and opportunities that virtual traffic presents for network capacity planning of virtualized
networks and datacenters.
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1.

INTRODUCTION

The advancement and wide adoption of virtualization technologies has heavily influenced the recent development of network design and management. This is especially true for datacenters, where
physical resources are typically multiplexed in the form of virtual
machines (VMs) running on physical servers (termed boxes) to
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cater a large number of services. The virtual traffic that transports
network demand generated from VMs to the physical network is
central determining the quality of services [32] hosted in cloud datacenters.
To cater to datacenter traffic with a compounded annual growth
rate of 25% [11], innovation continues especially in the areas of
network virtualization [3, 17, 19, 40], e.g., software defined networks, and traffic aware resource management [20,24,25]. The former centers on network architecture and traffic engineering, which
aim at increasing the efficiency of physical networks and ease the
management complexity coming from a plethora of additional network devices, e.g., virtual switches. The latter tries to minimize the
network latency by exploring VM network demands and communication patterns, such as migrating VM across boxes. The interdependency among virtual traffic, the physical network, and virtual
machines is the fundamental knowledge required to achieve both
objectives [4].
In highly virtualized datacenters, the performance of network
depends on the volume of virtual as well as physical traffic. On
the one hand, the physical traffic can be greatly reduced by leveraging communication patterns among VMs [25], such as intrabox communication, and the traffic burstiness can mitigated by statistical aggregation, i.e., by (mis)matching the peaks and dips of
VMs’ demands [12]. On the other hand, managing and routing virtual traffic requires extensive CPU resources, leading to the recent
trend of offloading functionalities related to data plane [28] to hardware. Moreover, the quality of service (QoS), e.g., the duration of
service unavailability, can be highly affected by the network performance [32]. Overall, the advantages of virtual traffic comes at
the cost of higher management complexity and the dependency on
physical shared resources.
While there exists a large body of prior art centering on optimizing the management of datacenter virtual traffic [2, 4], few present
the characterization on bandwidth demands in production datacenters, providing crucial understanding on workloads and operation
practices. Most of them focus on the flows of physical traffic [5, 6],
or on virtual traffic only [8, 24]. Little is known of the dependency
of virtual traffic on physical traffic and CPU, in terms of volume
and communication patterns – the key aspect of network design
and management at virtualized datacenters.
The aim of this paper is to provide a multi-faced study analyzing the patterns and impact of virtual traffic, with special attention paid to its interdependency on the physical network and virtual
machines. Our analysis is based on a large number of network
edges, i.e., virtual machines and boxes hosted on production datacenters, catering to hundred thousands of services and covering a
wide range of enterprise tenants over a time span of one year. Our
study presents a broad overview of how bandwidth demands at pro-

duction systems are driven by virtualization, including multiplex
level and VM migration. To further facilitate the network design,
we identify a number of presentative traffic patterns on network
edges and their relationship with computational demands, from the
virtual as well as physical perspectives. Limited by a shortage of
information regarding the network topology, this study derives the
approximation of communication patterns, driven by network edge
and VM migrations — the key enabling technology in cloud computing.
This study consists of four main parts: (1) the spatial characteristics of resources and demands growth; (2) the communication analysis driven by migration of virtual machine, including radius and
overhead; (3) the impact of traffic multiplexing on communication
locality, load heterogeneity, traffic burstiness, and CPU loads from
the perspective of physical edges; (4) the impact of network issues
on the service unavailability. The communication radius is defined
by boxes and geographic zones, a combination of country and time
zone. The traffic locality is defined as the percentage of virtual
traffic mapped to physical traffic, and the heterogeneity as the relationship between average and maximum bandwidth demands of
co-located VMs across time. The burstiness looks at how consolidation levels affect the peaks in the network traffic, and we also
investigate how CPU utilization may depend on the virtual traffic.
For the QoS analysis, we leverage service performance tickets and
compare network- and non-network-induced service unavailability,
at the level of the datacenter and single service VMs.
In addition to providing critical network traffic statistics, our
analysis also shows many useful findings. First of all, VM migration has a dominant effect on traffic volume and requires a communication radius of up to 44 boxes and 2 geographic zones. In terms
of network overhead, VM migration approximately doubles the migrated traffic volume. The benefit of intra-box communication is
not fully harvested, and services with very different bandwidth demands are co-located, resulting into the average max-mean ratio
being 6. Correlating CPU loads and traffic, we derive that the cost
of processing a single packet is roughly 0.26 Mcycles/packet, or
98.7 µs on a 2.6 GHz CPU. Moreover, the occurrences of service
unavailability caused by network issues is 2.5 to 10 times lower
than non-network related issues at the datacenter level. The impact
the network load has on network-induced service unavailability is
positive with loads measured in kilopackets per second, but neutral
in terms of megabits per second.
In terms of contribution, we provide a first-of-a-kind virtual traffic analysis, uncovering its dependence on the physical network and
virtual machines. In contrast to existing flow-based traffic analysis,
our analysis takes the unique perspective of network edges, containing rich information on how virtual meets physical resources.
Our migration analysis shows the communication patterns and overhead required in production systems, providing key parameterizations for migration driven network design. We also show the impact
of network-related issues on service unavailability, using performance tickets.
The outline of this work is as follows. In Section 2, we provide
an overview of the presented dataset. The temporal analysis of virtual traffic, and the spatial analysis of migration traffic, are introduced in Section 3 and Section 4, respectively. The impact of network multiplexing on traffic locality, heterogeneity, and CPU dependency is detailed in Section 5. The influence of network related
issues on service unavailability is discussed in Section 6. Section 7
presents related work. A summary of our findings in Section 8 concludes this paper.

2.

STATISTICS COLLECTION

We use a large collection of field data from hundred thousands
VMs, hosted on eight thousands physical servers in different production datacenters located around the globe, serving more than
300 corporate clients over intermittent observation periods between
between April 2013 and April 2014. The VMs, belonging to clients
from a range of different industries, are used to host different kinds
of service components, and they based on various operating systems. In the rest of this paper we interchangeably use VMs and
services. The boxes in this study, are well equipped with virtualization technologies from major vendors, such as VMware and
IBM, and employ various service management policies for, e.g.,
VM consolidation, turning VMs on/off, and VM migration. Our
statistics are divided into two categories: network-related and service VM-related. In terms of presentation, we focus on presenting
the entire distributions, the means, and some particular percentiles,
e.g., the 25th , 50th and 75th percentiles, due the nature of long tails
in our statistics of interests.

2.1

Network Statistics

The statistics collection is performed using netstat and vmstat for network demands and CPU usage, respectively. In particular, we extract information about the number of network interface
cards (NICs), the inbound/outbound rates in megabits per second
(Mbps) per NIC, kilopackets per second (Kpps) per NIC, and the
number of VMs per box. We define the virtual traffic as the bandwidth associated with VMs, and the physical traffic as the traffic
of the boxes. To obtain the amount of virtual (physical) traffic for
a VM (box), we aggregate over all its NICs. Our base data is an
hourly average between April 2013 and April 2014. To simplify
the presentation, most statistics presented here are from first week
of April, and from a single day, April 17, 2013, except when computing the growth rates, which require monthly averages over the
entire one year period. To study the dependency of virtual and
physical traffic on VM consolidation, we focus on comparing the
virtual traffic generated from VMs co-located on the same box, to
the physical traffic of the underlying box.
Geographic Zones: For each box, we have information about
which country it is located in, as well as Coordinated Universal
Time time zone. Using this pair of information, we give geographic
identifiers for VMs and boxes. An example information can be
VMs providing mail services for a financial enterprise is hosted
on a box located at (USA, Pacific time). Both VM and box are
given unique identifier of (USA, Pacific time). Due to business
confidentiality, we do not have access to the exact location of VMs
and boxes - instead, we resort to the above mentioned geographic
identifiers to derive the dispersion of network edges per enterprise,
and the communication patterns of migrating traffic.

2.2

VM Statistics

Generally, VMs considered by this study host a wide range of
services, such as application servers, web servers, mail servers,
backup servers, and database servers. We also consider the following attributes related to the VMs, in terms of their management
and QoS:
VM Consolidation: As the degree of virtualization of boxes is
fairly dynamic, the data processing complexity is non-negligible.
For each box, we associate the consolidation level of the box to its
weekly average, computed from the first week of April, 2013. The
distribution of the consolidation level per box can be found in Table
1. One can also see the consolidation traffic as the multiplexing
level of network traffic, i.e., at which degree the network of the
box is shared by the traffic of VMs hosted on the box. On average,
11 VMs, each configured with 2 CPUs and 4.8 GB memory, are

Table 1: Statistics of VM consolidation levels.
Percentiles
25th 50th 75th 90th 99th
No. of VMs per box
4
8
16
35
60

consolidated on a single physical box with 15 CPUs and 60 GB of
memory.
VM Migration: Using finer-grained data of VM resource usages, collected at 15min intervals, we are able to track how frequently VMs are migrated in a one month observation period (April
2013). A VM migration is defined by the change of hosting boxes.
The percentage of boxes and VM experiencing at least one occurrence of migration is 56.3% and 30.8%, respectively. The percentage of boxes is roughly double that of VMs, as we consider both directions of migration for boxes, i.e., VM migrated in and out. Due
to the granularity of the data available to us, we consider migrations
whose processes completed within 15 minutes as live migrations,
and the rest as off-line migrations, where VM is first turned off and
then turned on on the other machine.
Quality of Services: The service QoS is defined by the fraction of time when services running on a VM are interrupted and
become unavailable, the so-called service unavailability (SU). To
derive the statistics of interest, we leverage the performance tickets, collected via automatic ticketing systems and user generated
tickets. Here, we focus on a subset of five specific enterprises,
accounting for roughly 3000 boxes and 4000 VMs. The tickets
also provide a coarse grained root cause analysis, including both
network and non-network related, such as software, disk, and OS.
Thus, we consider network-induced SU and non-network induced
SU, as measurements of service QoS.
Limitation: Due to the nature of the data available to us, our
study has some limitations. Because of the aggregation of data into
time averages, we inevitably lose fine-grained resolution, in particular the traffic peaks. For example, the maximum Mbps identified
in this study is based on a one hour window, and is much lower
than the instantaneous maximum Mbps. Moreover, we have limited information on the communication affinity of each VM, and
therefore we only provide approximate communication analysis,
from the perspective of network edge and service migration. However, the coarseness of the information gathered is contrasted by
the huge dataset the study is based on: 8000 boxes and 90000 VMs
over an extended long observation periods.

3.

TEMPORAL ANALYSIS

In this section, we present a bird’s-eye view on virtual and physical traffic, generated from VMs and boxes, respectively, and highlight their differences. In particular, we focus on the provisioning of
network resources, i.e., network interface cards (NICs), and bandwidth demands, including short-term and long-term views. Note
that NICs here are the network interfaces as seen by the operating
system of VMs or boxes. As the resource provisioning and bandwidth dynamically change over time, we use the averages computed over a week as the base statistics.

3.1

Virtual Traffic Demands

We first present a short term overview collected from the first
week of April 2013. Table 2 summarizes the snapshot results: number of NICs, number of active NICs, and daily bandwidth demand
in GB. We split the NICs by their transmitted packets over a day,
using different threshold values, η. We consider a NIC inactive if
its transmission never exceeded the threshold value over the entire
day. We do not consider received packets since the NIC could still

Table 2: Network resource and traffic of boxes and VMs: no.
of NICs, no. of inactive NICs, daily traffic volume [GB].
Boxes
VMs
Mean 50th 99th Mean 50th 99th
NICs [#]
8.5
7
22
2.3
1
19
Inact. NICs [#]
4.2
4
16
1.0
0
14
Volume [GB]
259
70
2700
18
2
305

receive broadcast packets from the network. We avoid η = 0 pps
as being too conservative since it does not allow for any spurious
packet transmission. Using η ∈ 5, 10, 25 pps results in only slight
variations in the statistics, i.e., variation in the mean within 10%.
Hence, hereon we present the results with η = 10 pps.
Due to the long tail of the distribution, we present mean, 50th , and 99th - percentiles. Not surprisingly, boxes not only have a
higher number of NICs, but also a slightly higher redundancy in
NICs, i.e., less than 10% of boxes have all their NICs active, especially when looking at the 50th percentile.
The mean virtual traffic of both inbound and outbound sums up
to 18 GB, whereas boxes have a mean traffic volume of 259 GB.
The bandwidth demands of VMs are lower than that of the boxes,
roughly by a factor of 14.3, which is slightly higher then the mean
number of 11 VMs per box. However one has to take into account
that the box traffic includes also management traffic, such as VM
migration traffic, which does not contribute to the virtual traffic.

3.2

Growth Analysis

To compute the long term growth, we compute the differences
between the first weeks of April 2013 and April 2014.

3.2.1

Growth of NICs

In this study, we use NICs as channels for statistics collection,
but also study the availability of NICs at VMs and boxes as resource
provisioning vehicles. We are thus interested in seeing how the
provisioning of NICs changes over the year, and the multiplexing
level of the NICs, i.e., how many NICs associated with co-located
VMs share the NICs associated with the hosting box.
Fig. 1 (a) depicts the CDF/PDF of changes in number of NICs
between April 2013 and 2014. Roughly 90% (80%) of boxes (VMs)
do not change their number of NICs, and the majority of the remaining boxes and VMs increase their number of NICs. The increasing trend can be observed on a slightly higher number of VMs,
due to the ease of VM re-configuration. A possible explanation
of constant NIC provisioning is that the redundancy of NICs, i.e.,
number of inactive NICs, is very high in today’s boxes and VMs.
Extra NICs are used to increase the reliability (hot standby), and
as a management interface to connect external devices, such as a
laptop, to do extraordinary maintenance on the server. Moreover,
additional NICs can easily be aggregated into faster logical links for
smaller link capacity upgrades, instead of going to the next generation of network technology. As a result, there are sufficient numbers of NICs to cater the traffic growth discussed in the following
section.
Another criterion for evaluating the provisioning of NICs is the
multiplexing level of NICs, defined as the total number of virtual
NICs of co-located VMs, divided by the number of physical NICs
of the underlying box. This ratio tells us how many virtual NICs on
VMs are supported by a physical NIC on a box. An intuitive guess
might be that such a ratio is greater than one for most of boxes –
indeed, the average value of such a ratio computed from our dataset
is roughly 3. However, when looking at the distribution of the ratio
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Figure 1: Yearly growth of network resources and traffic: cumulative density function (CDF) and probability density function (PDF).

Table 3: Yearly traffic volume growth [%].
Boxes
VMs
Mean Median
99th
Mean Median
99th
7674
22
20081 24425
27
76174

(figure not shown due to space limitations), we find that only 60%
of boxes have the ratio greater than one, meaning there are more
virtual NICs than physical ones. Surprisingly, the remaining 40%
of boxes have more NICs associated with the box than for the VMs
hosted on it. This can be explained by the fact that some boxes host
only a very low number of VMs, while having high provisioning of
NICs at the box level.

3.2.2

Growth of Traffic Volume

Taking advantage of the vast amount of data in our study, we
verify the common belief that datacenter network demands have
roughly 25% compounded annual growth rate every year [11], from
the perspective of individual VMs and boxes. We compute the
yearly growth of daily average traffic volume in GB between April
2013 to April 2014.
We summarize the distribution of their 1-year growth for individual VMs and boxes in Fig. 1 (b) and their statistics in Table 3. A
significant fraction of VMs and boxes, i.e., roughly 50%, have their
growth rate lower than zero, indicating that their network demands
decreased, e.g., due to business reasons. The remaining half of the
VMs and boxes have positive and strong network demand growth
rates – the 50th percentile of growth rates for VMs is 27%. As for
boxes, the 50th percentile of growth rates for boxes is 22%.This
implicitly hints at an improvement of communication locality in
datacenters.
Our findings show that the median growth rates every year for
VMs and boxes traffic are 22% and 27%, respectively. While contradicting older beliefs, these growth rates are in line with revised
growth estimates.The growth rate information provided here is critical for dimensioning network resources, such as the deployment of
routers and links, which are very difficult to upgrade in datacenters,
compared to CPU and memory.

4.

MIGRATION TRAFFIC

Migrating VM [?] is one of key features of enabling elastic service computing, and the network is the main vehicle for achieving

the migration of VMs within and across datacenters. A large number of studies [24, 25] try to optimize the network topology and
routing algorithms such that the network overhead of migration is
minimized. From our data, we see that migrations are not a frequent events, but there are non-negligible number of occurrences,
i.e., roughly 30% and 45% of VMs and boxes, respectively, experienced at least one migration during our observation period. In this
section, using the information about geographic zones covered by
tenants’ VMs, we for the first time uncover migration practices in
the real world, in terms of traffic volume, communication matrix,
and overhead. We first give an overview of the migration traffic and
investigate the relationship between the number of migrations and
the average network volume of VMs, using simple statistics and
visual inspection. We then present the migration communication
matrix based on the migration patterns and derive their characteristics. By zooming in on a subset of servers experiencing frequent
migrations, we estimate the network overhead per migrating volume, in terms of active VM memory size. Last but not least, we
discover how migration can drive the network traffic in reality.

4.1

Tenant’s Edge Network Radius

Prior to presenting a detailed migration analysis, we show the
geographical dispersion of tenants’ virtual machines, as an approximation of the upper bound of the communication radius. We note
that due to business confidentiality, we are only able to provide
anonymous information on datacenter physical locations. Using
the definition of geographical zones defined in Section 2, we summarize the distribution of number of zones covered by a tenant’s
edge network in Fig. 2. Note that the geographic zone defined in
this study could contain multiple physical datacenters. A significant number of clients’ networks, i.e., 62%, are within one geographic zone, and the rest of clients’ networks span 2 to 4 zones,
representing non-negligible communication distances. Dispersion
over multiple geographical zones has multiple benefits, especially
for increased service availability and reliability in the case of catastrophic events. Moreover, the probability of being closer to users
is higher, and thus there is greater potential for reducing the endto-end latency. However, maintaining a tenant edge network in a
single physical location, such as a datacenter and cluster, is already
shown challenging [4], and having the network expand to multiple
geographic zones manyfold increases the management complexity
with the additional physical and virtual network layers.

70

Table 4: Distributions and migration volumes of four classes of
migration: combinations of {far, near} × {live, off-line}.
Live
Off-line
Near
Far
Near
Far
[%]
50.75 2.83 44.71 1.72
migration volume [MB]
724
454
575
458

Fraction of tenants [%]
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Figure 2: Geographic zones of tenant’s edge network.
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Figure 3: Migration volume vs. migration frequencies.

4.2

Classification of Migration: Timings, Distance and Volume

Here, we first classify migration by the their timings and geographic distances. In term of timing, each migration takes place
off-line or live, depending on if VMs are first turned off before migration or not. By the geographic distances, we also consider near
and far migrations, for which happen within the same geographic
zone or across zones, respectively. Essentially, migrations can be
divided into four classes, as shown in Table 4. Fist of all, one can
see that migration is almost evenly divided between live and offline migration. Unsurprisingly, only a small percentage of migration happens across multiple zones, i.e., roughly 4.54%. The live
and far migrations, accounting for 2.82%, pose a difficult challenge
for network operation.
Furthermore, we compute the average migration volumes, approximated by VMs’ active memories and summarized in Table 4.
On the one hand, the volume for far migration is visibly lower than
the near migration, as to avoid occurrences of high migration latency. On the other hand, the volume that needs to be transmitted
via on-line migration is surprisingly higher than off-line, roughly
by 26%. This implies that on-line migration happens on relatively
larger VMs, instead of smaller ones. Moreover, due to different
memory migration policies, such as retransmission of dirty memory pages, the actual migration traffic caused by on-line migration
can be much higher than the volume of active memories, potentially
resulting into higher migration traffic. In the subsequent subsections, we present an estimate on the traffic overhead, given the VM
memory sizes. In summary, roughly 50% of migration is on-line
and aims to transmit 724 MB, whereas the rest 50% of migration is
done off-line to transmit 575 MB active memories.

4.2.1

Migration Volume v.s. Frequencies

To better understand the bandwidth demands of migration in
terms of spatial distribution, we report the average volume per migration relative to different migration frequency during the observation period of April 2013. We consider from the perspective of
VM as well as boxes. When calculating the total number of migrations at boxes, we include migrations in both directions, i.e., inand out-migrating. We first group VMs/boxes by their migration
frequencies and then obtain 25th , 50th , and 75th percentiles of average migration volume in each frequency group. We summarize
the results in box plots for boxes and VMs in Fig. 3 (a) and (b),
respectively. Bars presents the 50th percentiles and two whisks are
25th and 75th percentiles, respectively. For both boxes and VMs,
one can observe a clear increasing trend of average migration volume with respect to increasing migration frequencies, especially
for the first few categories of frequencies. This observation implies
that VMs/boxes migrate higher volumes of memory also migrate
more frequently. Moreover, the gradients for boxes show higher
values than for VMs, as explained that boxes network considers
both in- and out-migrating VMs. We note that as the values of xaxes increase by a power of 2, the network traffic increases more
than linearly. Combining the results in Table4, we conclude that
frequently migrated VMs have higher migration volume and often
require live migration.

4.3

Migration Communication Matrix

We construct the migration communication matrix which is defined by the migrated volume of active memories between different
boxes and zones. We first present the heatmap of the migration matrix, where each point represents the aggregated migrated memory
volume between different boxes/zones, during one month observation window in April 2013. Here, we only consider out-migrating
traffic from the source to the destination. Boxes/zones are sorted
by their unique IDs, and servers belonging to the same tenant tend
to have adjacent IDs. We present the result for boxes in Fig. 5 (a),
where the x-axes (y-axes) represent the source (destination) box,
and provide two inset figures to highlight two of the largest communication clusters, and draw the following key observations. First
of all, shown by the dominance of diagonal elements in Fig. 5 (a),
VMs tend to migrate among adjacent boxes. Secondly, the communication matrix is quite symmetric, in terms of patterns and intensities, implying that similar amount of VM memory tend to migrate
back and forth among a certain set of boxes. Note that there is no
point on the diagonal line, but adjacent to it. Fig. 5 (b) shows the
migration communication matrix for geographic zones. The diagonal line represents the migration happens within the zone. The
observations for boxes also hold true for zones: migrations tend
to happen between adjacent zones and the symmetry in the communication matrix indicates groups of zones exchanging similar
amounts of VM memories.Another worth noting observation is that
here are clusters of dots, grouped in horizontal and vertical lines,
meaning that certain boxes (zones) are very hot in terms of migration radius or migration volume.
Motivated by the observation that some boxes are especially hot,
we zoom into boxes/zones that experience at least one migration

Table 5: Migration radius in terms of boxes/zones and migration volumes across boxes/zones.
Boxes
Zones
Mean Median
p99
Max
Mean Median
p99
Max
No. Communicating boxes/zones 3.57
3
15
26
1.94
1
9
9
Migration volume [GB]
11.85
3.48
100.38 605.52 5.13
2.12
36.61 36.61

4.4

Migration Overhead

To further quantitatively measure the migration overhead per migration volume, we focus on the set of boxes that experience migrations.More precisely, for the boxes of interest, we collect the
active memory sizes associated with migrated-out VMs, and the
network bandwidths of the box during that hourly time interval.
As the original data is widely spread, we aggregate boxes having
a similar level of migration and apply fitting on this aggregate set,
where each point represents network bandwidth and migration frequency of aggregated boxes. Fig. 4 depicts such a filtered dataset
and the fitting results. We apply multiple parametric models, i.e.,
linear, higher order polynomial, and exponential, and based on the
sum of square errors and P-values, the linear model
Tra f f ic = 21.79 + 1.93 · Mmigrated ,

(1)

where Mm igrated denotes active memory, returns the best fit. And,
the convex second order model is the second best. As the information on the underlying VM memory migration strategies, i.e.,
pre-copy v.s. post-copy, are not available to us, we provide in the
following discussion on both models, though the linear model has
a lower mean square error
The linear model shows a gradient value of 1.93, which implies
that migrating 1 GB of memory incurs 1.93 GB of box traffic volume. Essentially, network migration overhead roughly accounts for
0.93x of the migrated data, on top of the minimum migrated memory volume, i.e., the VM’s active memory set. Such an overhead
can be explained by the memory migration strategies, in particular, pre-copy memory migration, which tends to stress network resources to keep the memory most up-to-date. As for the quadratic
model, it shows an increasing trend of network traffic up to a mem-

200
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Quadratic

180
160
Network Traffic [GB]

and summarize their statistics, i.e., the number of boxes/zones and
the migrated memory volume across boxes/zones, in Table 5. For
each such a box/zone, we compute the number of boxes to which it
migrate VMs and the aggregated migrated memory volume to other
boxes . Note that one can see that Table 5 presents the numerical
values for hot boxes/zones, shown in Fig. 5. Through presenting
the average, mean, 99th percentile, and maximum value, we focus
on discussing the tail values for boxes/zones. We further stress that
the migrated volume presented here is a kind of lower bound, as
different memory migration policies may require retransmission of
dirty memory pages. One can see that a hot box/zone can chat with
up to 26/9 boxes/zones and the migration volume from those hot
boxes/zones can be as high as 605/36 GB. Such values are critical
for estimating the network performance, such as the network transfer time required, which might translate into non-negligible delays
at the service level under a given network technology and/or network topology. For example, migrating 0.5 GB of active memory
over a 10 Gbps Ethernet link will take at least 0.4 seconds, assuming no extra network load/overhead. to be migrated each time,
arguing the need for network-aware VM placements. Overall, our
statistics presented above provide simple but crucial design parameters for the network, such that migration-driven communication
needs of hot boxes/zones can be well addressed by realistic workloads.
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Figure 4: Estimating network overhead per migrating volume
for boxes: network traffic vs. active memory sizes.

ory size of 40 GB, and then flattens out. A possible explanation is
that a different mix of memory migration strategies is adopted at
boxes, depending on the migration requirement. Actually, the gradient of the increasing part is roughly 2, taken from the point of a
memory size of 25 GB, which is very close to the case of the linear
model. Thus, we conclude that the upper bound of migrating one
unit of VM memory can induce roughly 2x unit of traffic volume.
Combing the observation in Section 4.2, a VM migration needs to
transmit roughly 724 MB memory and result into 1448 MB traffic.

5.

VIRTUAL TRAFFIC MULTIPLEX

In today’s datacenters, the network bandwidth demands of virtual and physical traffic are highly affected by the level of multiplexing, i.e., the level of VM consolidation at boxes. We are
interested in answering the following questions through the stateof-practice at today’s datacenters, especially from the perspective
of network edges: (1) What is the degree of intra-box vs. interbox communication when co-locating VMs with frequent bilateral
communication on a box where the hypervisor can either manifest
or reduce the bandwidth of virtual and physical traffic? (2) How
do the bandwidth demands of co-located VMs differ from each
other over time, and how do the total virtual and physical traffic
volumes on a box vary with respect to different degrees of virtualization levels? (3) How can the aggregation of virtual traffic impact
the burstiness of the network traffic, and what are the implications
from a network resource provisioning point of view? (4) What is
the CPU overhead when forwarding/receiving network packets and
their dependency on virtualized datacenters?
To such an end, we use the bandwidth demands of consolidated
VMs and boxes and derive the statistics of interest. To study the
efficacy of intra-box communication of consolidated VMs, we propose communication locality ratios for each box. Using the maxmean ratio, we study the heterogeneity of virtual traffic generated
from co-located VMs. To get an understanding of how the burstiness behaves, we combine the two aforementioned results, and for
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Figure 5: Migration communication matrix, where the color shows the volume of migrated memory between source (x-axes) and
destination (y-axes) boxes/zones.
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Figure 6: Distribution of boxes’ locality ratios by low, medium
and high consolidation levels.
the CPU and network dependency, we look at the correlation between CPU usage and total virtual traffic for a box.

5.1

Communication Locality: Intra- vs. Interbox Traffic

Local intra-box VM traffic is cheaper to forward than inter-box
traffic, because it does not involve any physical network resource.
This is even more so under recent communication layers which aim
at a zero-copy or near zero-copy operation [34]. To find out the
traffic locality, we use the ratio between the volume of total virtual
traffic from co-located VMs to the physical traffic of the underlying
box. We term such a value the box locality ratio, and use it to
explain the relationship between inter- and intra-box traffic.
The rational behind is the following. From the communication
layer viewpoint, the VMs, the hypervisor and the external world
are all seen as edge nodes of a box-internal virtual network. Assuming that such a layer is lossless, its input and output traffic must
be balanced. This assumption is reasonable since in normal conditions there is no reason to drop packets and degrade network performance. Unfortunately, we lack one component of the balancing
equation, which is the hypervisor traffic. To infer the locality from
the proposed statistics, we assume that the aforementioned hypervisor traffic is negligible.
Under the assumption of negligible hypervisor traffic and no
packet losses, we consider three distinct cases for the locality ratio:

(1) the locality ratio is equal to 1, meaning that VMs co-located
on the same box do not communicate with other local VMs. (2)
the locality ratio is between 0 and 1, implying that VMs generate
very little traffic in comparison to the underlying physical traffic. In
other words, the box has more inter-box than intra-box communication. This can be explained by significant traffic being generated
by the hypervisor, e.g., during a migration. (3) The locality ratio is
greater than 1, indicating that a box has a good mix of inter- and
intra-box communication. As an extreme case, where the locality
ratio is close to infinity, only intra-box traffic exists, meaning that
the box does not communicate with the outside world. The locality
ratio defined here acts as a lower bound, as we assume hypervisor
traffic is negligible. In the case the hypervsior traffic is indeed significant, our proposed locality ratio then underestimates the intra
traffic. Overall, we consider higher locality ratio values to imply a
communication advantage for the current VM placement.
In the following, we show the distribution of the locality ratios of
boxes, and its relationship with the consolidation level. We present
three distribution lines of locality ratios in Fig. 6. The three groups
are low, medium and high consolidation levels, which correspond
to boxes hosting 1 − 5, 6 − 15 and > 15 VMs, respectively. For
all three groups, one can observe that there are two masses around
0 and 0.8, accounting for roughly 80% of boxes. Indeed, the median value of the locality ratios is roughly 0.88, meaning that the
bandwidth demands of aggregated virtual traffic is only 88% of its
underlying physical traffic. The remaining 12% of the bandwidth
demands of boxes is attributed to network management and control traffic. This further implies that only roughly 15% of boxes
have aggregated virtual traffic demands higher than their aggregated physical traffic demand, which is the most desirable condition from the viewpoint of taking advantage of stronger intra-box
communication. Even so, the locality ratios of those boxes have
long tails, which drive up the average value. We note that the presence of boxes with very low locality ratios indicate that our coarse
assumption on the supervisor traffic being negligible does not hold
well. Therefore, boxes with their locality ratio near zero means
that inter-box traffic observed at boxes are consumed and generated by the hypervisor mainly, and thus the hypervisor traffic is
non-negligible.
Though the percentage of high locality ratios, i.e., greater than
one, is roughly the same across the three consolidation levels, boxes
with low consolidation have a distinct distribution of locality ratio
from boxes with medium and high consolidation levels. This can

be observed from the fractions of boxes with ratios of 0 and 0.8
among these three groups. The statistics presented here lead to one
key observation: the consolidation level indeed affects the communication locality. However, boxes with high consolidation levels
may not necessarily guarantee that the volume of intra-box traffic
is higher than inter-box traffic, i.e., that the locality ratio is greater
than one. Our observation leads us to conclude that there are still
plenty of opportunities for traffic-aware VM placement to enhance
the communication locality and take advantage of the cheaper traffic forwarding.

5.2

Heterogeneity by Max-Mean Ratio

The previous subsection illustrates the difference between the
total bandwidth of aggregate virtual and physical traffic at edges.
This subsection highlights how bandwidth demands of co-located
VMs differ from each other over time. The objective here is to
quantify the heterogeneity of co-located virtual traffic. The interest
is in light of the fact that high levels of heterogeneity may lead to
fairness and/or isolation issues for the network resources.
We compute a max-mean ratio for each box i at each time window t, denoted as MMit , using their bandwidth demand of all colocated VM j, denoted as Btj MMi . More precisely,
MMit =

max j∈Ωi Btj
1
|Ωti |

with very different bandwidth demands compete for the underlying
network resources. The statistics provide here not only support the
studies [19, 31] addressing fairness and performance of isolation in
network sharing, but also provide key parameters for their proposed
solutions.

5.3

∑ Btj

Pit =

j∈Ωti

where Ωti is the set of co-located VMs on box i at time t. Furthermore, we compute the time average of MMit across observation
periods, i.e., the 24 hours of a day. Note that we only use information of virtual traffic to study the heterogeneity by MM ratios. As
the MMi ratio is the average across time, it reveals the bandwidth
heterogeneity over time as well as across VMs. When co-located
VMs have similar demands, the MM ratio is close to one, whereas
the further away from one it is, the higher the heterogeneity, implying uneven network demands.
We depict the PDF/CDF of the average MM ratios for all boxes
in Fig. 7 (a). One can see that 12% of boxes have an MM ratio close
to one. After that, the fraction of boxes decreases with the MM ratios, as indicated by the monotonically decreasing PDF. However,
the distribution has a long tail, with a 99th percentile of 27.5, increasing the mean to 6.3. Indeed, there is a non-negligible fraction
of boxes where a VM with high traffic demand shares the network
resource with a number of VMs with low traffic demands.
Intuitively, the MM ratio depends on the consolidation level, i.e.,
when there are more VMs consolidated on a box, the probability of
finding VMs with different network demands is higher. To quantitatively show this dependency, we plot a box plot of the median, 25th and 75th - percentiles of MM ratios computed at different groups of
consolidation levels in Fig. 7 (b). One can clearly see that boxes
with low consolidation levels show a lower degree of heterogeneity, i.e., lower MM ratio values, while the MM ratios grow almost
linearly with the consolidation level. The observation of high heterogeneity further stresses the challenge of managing virtual traffic
in highly consolidated datacenters.
Furthermore, we also look at the standard deviation of MM ratios
across time. The values are rather low, and get even lower with
increasing consolidation levels. Due to the lack of space, we skip
the presentation of this figure. The conclusion here is that the MM
ratio for each box is rather stable over the time, when looking at
hourly bandwidth demands.
Overall, the MM ratio is not low, i.e., the mean of boxes is
roughly 6.3, indicating that the "elephant" VM can generate many
times more network demands than the average VMs. Overall, VMs

Network Burstiness

Here we analyze the effects of statistical traffic aggregation to
counter network demand burstiness at the physical network level.
Bursty workloads have been found to dramatically degrade performance, and several work has been done to mitigate it [23,36]. However, since peaks of individual services are typically uncorrelated,
the aggregate peak network load grows much more slowly than the
sum of the individual peak loads. Therefore, provisioning costs
can be lowered by aggregating the traffic of a larger number of services [12].
Virtual traffic provides opportunities to mitigate workload burstiness, due to consolidation. To quantify such an effect, we again resort to a max-mean statistic, looking from the perspective of physical traffic. This statistic is termed peakiness, P, to avoid confusion
with MM ratios in the previous subsection. More in detail, given
the physical box network demand Nit in Mbps of box i at time t, the
box peakiness Pi observed during the observation period, T , is:
maxt∈T Nit
1
|T |

∑ Nit

t∈T

where T are the observation periods, i.e., the 24 hours of a day.
Using such values, we try to see traffic smoothing effect measured
during a day.
Fig. 8 depicts the box plot of the peakiness P, categorized into
different groups of consolidation levels. One can see that there is a
minor decreasing trend in peakiness with increasing consolidation
levels, particularly the 50th percentile decreasing from 4.4 to 3.5.
This implies that the peak load of a day is 4.4 times of the average
load, and then drops to 3.5. times when the consolidation level increases, showing an improvement of 33%. Moreover, the standard
deviation also decreases, as can be inferred from the reduced span
between the whiskers representing the 25th - and 75th -percentiles.
This indicates that co-locating multiple VMs on the same box effectively smoothens the burstiness of the box. Our data shows that
increasing the multiplex level of virtual traffic indeed smoothens
the physical traffic, with a reduction of roughly 30% on the peak
loads. Hence, while our observation on heterogeneity emphasizes
the management complexity of consolidation levels, the burstiness
of physical traffic can be effectively smoothed by aggregating the
traffic of a large number of virtual machines.

5.4

Dependency on CPU Usage

There has been a long debate over which resource is the bottleneck at datacenters, particularly between CPU and network. Considering the virtual traffic in today’s virtualized datacenters, these
two resources are no longer decoupled. In fact, the virtual switch,
which acts as an access layer providing inter- and intra-VM connectivity, is most of the time implemented in software [26, 29, 37].
Hence, network and CPU are directly intertwined. To provide a
more complete view, we try to quantify this dependency.
More precisely, we collect the hourly averages of the box CPU
utilization, and compare them to the total virtual traffic exchanged
by the VMs within the hour. Since the CPU is also directly related to the computation activity of the VMs, we create separate
datasets aggregating boxes with similar VM consolidation levels.
Each point in the sub-datasets represents the virtual network de-
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Figure 9: Estimating CPU overhead per network traffic for
boxes consolidating eight VMs

mand versus the box CPU utilization. Since the packet forwarding
operation in software is mainly dominated by a per-packet rather
then per-byte cost [7], we measure the exchanged traffic in packets,
while the CPU utilization is in cycles used. We apply fitting on each
of these sub-datasets using multiple parametric models, i.e., linear,
higher order polynomial, and exponential. Based on the sum of
square errors and P-values, the linear model U = a T + b returns
the best fit, where U denotes used CPU cycles and T represents
the traffic in packets. The slope a models the dependency between
box CPU utilization and virtual traffic, while b gathers any other
CPU activity performed by the hypervisor and VMs. Fig. 9 shows
the dataset (U, T ) pairs and the resulting linear model fit for boxes
consolidating exactly eight VMs. We report the model parameters
a and b for all other levels of consolidation in Table 6. We observe that a shows a constant trend fluctuating around a mean value
of 0.26 Mcycles/packet, while b increases with consolidation levels. As expected, the more VMs, the higher the constant aggregate
CPU activity.
To give a more concrete idea of the dependency, an estimated
cost of 0.26 Mcycles/packet translates into a packet processing time
of 98.7 µs, assuming a 2.6 GHz CPU and no parallelism. Moreover, with an additional assumption on 1500 byte MTU Ethernet
frames, one can thus obtain the estimated bandwidth of 121 Mbps.
Hence if the VMs perform very network-intensive workloads, the
host might spend non-negligible resources in forwarding the virtual
traffic. One has to consider, however, that the cost estimated by a is

not solely the forwarding cost incurred by the hypervisor, but also
accounts for any CPU load triggered by the packet inside the VMs.
Nevertheless, this hints to the fact that when consolidating VMs,
their network demand must be taken into account to insure that no
performance penalties are incurred. Moreover, depending on CPU
performance isolation and provisioning, very chatty VMs might affect the performance of other VMs, even of those not directly having high network demands, by simply reducing the available CPU
capacity of the host.

6.

SERVICE QOS

In this section, we provide an analysis on how network traffic
affects the quality of service, which is defined by the probabilities and percentages of service unavailability. To such an end, we
leverage the service tickets used in [9]. Service tickets record how
services hosted on physical and virtual machines fail and recover.
Root causes considered are network, hardware, software, power,
reboot, and the rest. In particular, network-induced service unavailability (SU) is related to network issues compromising the reachability of a server. To study the impact of network on service QoS,
we here categorize service unavailability into network-induced and
non-network induced, the latter encompassing all other root causes.
We start out our analysis by providing overview statistics related to
both types from the datacenter provider’s perspective, and further
highlight the significance of network issues on service unavailabil-

Table 6: Linear Model Parameters: a in [Pkts/MCycles] and b in [MCycles] under different consolidation levels, n.
n
a
b

1
0.40
497

2
0.21
936

3
0.31
1868

4
0.31
2320

5
0.37
3087

6
0.22
3452

7
0.37
3371

8
0.32
5046

9
0.25
5967

10
0.25
6050

11
0.23
6610

12
0.01
7279

13
0.21
7693

14
0.22
8408

15
0.05
8396

16
0.27
8923

17
0.43
8428

18
0.36
9082

Mean
0.26

Table 7: Service unavailability (SU) due to network and non-network issues.
Network
Non-network
Mean Median
99th
Mean Median
99th
Time between SU [d] 27.54
19.58
140.90 12.06
1.97
128.03
Down Times [h]
28.79
5.75
567.48 18.67
3.23
291.52
Number of Servers
1.44
1.00
4.00
1.19
1.00
5.00
1

Datacenter Level

Here, we focus on how network and non-network induced service unavailability takes place at the datacenter level. We consider
all the service tickets collected, and compute the time between consequent SUs at the same datacenter, the service down times, and
the number of servers involved. The service down time includes
both the waiting time in the queue and the repair time. We present
the mean, median and 99th percentile of the network-induced and
non-network induced SUs statistics in Table 7. We note that as we
consider multiple specific causes in the non-network induced SU,
we only compute the time between SUs having the same root cause
for fair comparison.
From Table 7, we see that a datacenter in our study experiences
service unavailability due to network issues every 27.5 days on average, with almost 1.2 days of service down time, affecting 1.44
servers. Non-network induced SUs happen on average a bit more
than twice as frequently, i.e., every 12 days, with a lower service down time (18.7 hours), and affecting a slightly lower number
of servers (1.19). Similar differences between non-network- and
network-induced SUs can also be observed from the median and
max values. We would like to point out that the mean values of
service down times and times between non-network SUs are much
higher than the medians (roughly by a factor of 10) due to the heavy
tails of the data. Moreover, the difference between the two types of
SUs are much more dominant when using the median values. For
example, the time between a network-induced SU is higher than a
none-network one by 2.3x and 9.8x when evaluating by mean and
median values, respectively. In the following, to avoid being biased by the heavy tail, we derive most of our key findings from
the median values. Overall, large datacenters experience networkinduced service unavailabilities with a much lower frequency, i.e.,
in the factor of one tenth, but a visibly higher service down time,
i.e., 1.8x, compared to non-network induced ones.

6.2

Cumul. Fraction of servers

6.1

0.9

Single Service Level

In this subsection, we zoom in to individual servers that have experienced at least one occurrence of network-induced SU. Our aim
here is to quantify the significance of network-induced SUs, compared to the overall duration of SUs. For each server, we define a
network-induced SU ratio, computed as the network-induced service down time percentage with respect to the total service down
time. Such a ratio illustrates the relative impact of network related
issues on individual server QoS. As only very few boxes were affected by network outages, we consider only VMs and present the
CDF of their network-induced SU ratios in Fig. 10.
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ity of a single VM. Finally, we investigate if network loads affect
the network-induced service unavailability, and contrast our findings with previous studies on network failures [32, 35].
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Figure 10: The relative impact of network on service unavailability: the CDF of network-induced SU ratio per VM.

The network-induced SU ratios cluster around three masses. The
first and most prominent one, accounting for 65% of all VMs, locate at 100%. Hence 65% of VMs were affected only by network induced SUs. The other two masses are around low networkinduced SU ratio values, i.e., the second peak centers at around
10% and the third at around 35%. Moreover they account for 20%
and 15% of VMs, respectively.
Our results lead us to conclude that for the majority of VMs
with network-related issues, the network is the sole cause of issues, while only 35% of VMs suffer from more diverse SUs such
as software or unexpected reboot issues.

6.3

Virtual Network Loads Make (in)Differences

Finally, we revisit a debate on network loads causing networkinduced service unavailability. One study claims the positive correlation [35] using experimental data, where another study argues
otherwise [32], citing field data. We compute the probability of service unavailability relative to VMs with different ranges of virtual
traffic. The probability of network-induced service unavailability is
the occurrences of such SU divided by the number of VMs that have
a particular range of virtual traffic loads. We particularly present
the weekly probability which is the average over multiple weeks in
the observation period. In Fig. 11 (a) and (b) we show two results
of virtual traffic loads measured in Kpps and Mbps, respectively.
One can see that the probability of network-induced SU grows
with the Kpps, whereas there is no visible trend with respect to
Mbps. On the one hand, the load in Kpps is more prominent for
virtual systems since forwarding operations within the hypervisor
typically have a per packet cost and are often independent on the
actual packet size, hence the dependency seen in Fig. 11 (a). On
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Figure 11: The impact of network loads on the probability of service unavailability: by two types of load measurement.
the other hand, packet payloads are typically either very small for
acknowledgements like the one used by TCP, or fully sized to reduce the packet header overhead. Here the mix of small and big
packets defines the Mbps load, hence there is less direct correlation between network-induced SUs and the Mbps load as seen in
Fig. 11 (b). Essentially, our data supports both arguments in the
related work, depending on the network traffic metrics considered.

7.

RELATED WORK

In the past years, there have been tremendous research efforts
focused on improving datacenter networking from the perspective
of physical and virtual traffic, leveraging information about bandwidth demands and communication patterns, using simulation or
small-scale testbeds. Bandwidth allocation reservation via various virtual network abstraction techniques [2, 40] and deployment
frameworks [6] have been proposed to increase the utilization of
the entire datacenter network, and lower the cost for tenants, especially in the context of cloud computing, to extract workloads
exhibiting complimentary time variability [40] and desired sets of
properties [30]. Novel datacenter network architectures and management techniques have been designed for various communication
patterns, such as multi-layer fat tree [1] for heterogeneous traffic,
LV2 [15] for uniform traffic, and [39] for one to many traffic.
Additionally, there is another host of studies trying to address
performance of services by adopting network-aware VM management. A purely network centric approach places VMs with strong
communication needs on adjacent boxes, such that the network demands on the physical network [24] and the routing overhead [20]
are minimized as far as possible. VM placement and migration decisions that take multi-resource and bandwidth demands into thorough consideration [13, 25, 38] are shown to result in significant
efficiency gains not only for the network, but also for the entire
datacenter. Li et al. [22] benchmark and compare the computing and storage services performance across different public cloud
providers. The aforementioned work is typically evaluated using
synthetic benchmarks, and therefore lack the overview of a broader
spectrum of real-life service demands.
Large scale characterizations of datacenter networks aim to fill
the gap by providing diversified workload statistics on production
systems. Most of the related work focuses on the "flow" of physical
traffic and collects statistics at the network aggregation points, e.g.,
switches and routers, from enterprise [16, 27] and cloud-like datacenters [5,10,21]. Motivated by the wide adoption of virtualization
and cloud computing, a few studies characterize virtual traffic at

public cloud datacenters, e.g., Amazon EC2 [14], as well as enterprise datacenters [?, 8, 24], capturing the network demands from
the perspectives of both virtual and physical traffic. Recently, a few
network studies [18,32,33] have been conducted from the perspective of services. However, none of the aforementioned studies correlate the virtual traffic with physical traffic, resource management
of virtual machines, and CPU requirements in virtualized datacenters.
Our study provides a characterization of virtual traffic from the
perspective of network edges, where virtual meets physical resources.
We derive a special kind of communication matrix and network
overhead – migrating VMs. Focusing on VMs co-located on a single physical host, we address the pattern of network demands due
to network multiplex and their CPU demands. We quantitatively
evaluate the impact the network has on service unavailability.

8.

SUMMARY AND CONCLUSION

Using a large collection of field data and correlating VM management, service QoS, and bandwidth demands of co-located VMs
and the hosting box, our analysis develops a sound understanding
on the patterns, dependencies, and impact of virtual traffic from
the perspective of datacenters network edges. In particular, we
highlight the differences between virtual and physical traffic, communication patterns of migration, the communication locality and
heterogeneity of co-located services, CPU overhead per packet forwarding, and the impact of network-induced service unavailability
at the datacenter and service level.
• VMs show a higher average increment in bandwidth than
boxes, i.e., 27% vs. 22%. The number of NICs remains
constant for the majority of boxes and VMs, but has a higher
tendency to increase for VMs.
• Roughly 3% of migrations are live and across multiple geographic zones. Frequently migrated VMs tend to have higher
migration volume of memory. The ratio between migration
traffic and migrated volume in terms of active memory is
roughly two-to-one. The migration-driven communication
radius can be up to 44 boxes or 15 boxes, from the perspectives of boxes and VMs, respectively.
• Roughly 15% of boxes show strong intra-box communication, indicated by a locality ratio greater than one. There
is still plenty of opportunities for communication-aware VM
management.

• Daily bandwidth demands of co-located VMs are very different, showing that elephant VMs can generate roughly 6
times more network demands than the average VMs. The
hourly peak load of box network demands can be reduced
up to 30% when increasing the consolidation level of virtual
traffic.
• The processing time to forward one packet of virtual traffic is approximated as 0.26 Mcycles/packet, or 98.7 µs on a
2.6 GHz CPU.
• At the datacenter level, network-induced service unavailability occurs at much lower frequency, but causes slightly higher
down time durations, than non-network induced ones. The
impact of network issues is low for VMs suffering from diversified service unavailabilities. Traffic loads measured in
kpps (Mbps) have a positive (no) impact on network-induced
service unavailability.
Overall, our study provides a multi-faceted analysis of virtual
traffic, demystifying the ways virtual traffic meets and interacts
with physical resources. Our findings are crucial for developing
service-aware network design and traffic-aware resource management.
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